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Abstract

Conclusions

The Pipeline for Hubble Legacy Archive Grism data (PHLAG) had been used to extract
more than 70000 wavelength and flux calibrated 1D spectra from slitless grism
observations with the Advanced Camera for Surveys (ACS). This number of spectra is far
too large to allow detailed visual inspection for quality control on reasonable time-scales.
As a solution, we use machine learning techniques to classify spectra into "good" and
"bad" based on a careful visual inspection of only about 3% of the full sample. The
remaining 47919 “good” spectra form the largest set of slitless high-level spectroscopic
data products publicly released to date [1].

We have demonstrated that machine-learning techniques can very satisfactorily be used
to classify slitless spectra when a large set of relevant metadata parameters describing
each dataset is available. The final sample of 47919 "good" spectra can be accessed
through web-interfaces
archive.eso.org/wdb/wdb/hla/product_science/form
archive.eso.org/hst/science
or the Virtual Observatory (VO), e.g.
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stecf.org/hst-vo/hla_ssa?POS=189.052,62.291&SIZE=0.1

At the ST-ECF the Pipeline for Hubble Legacy Archive Grism data (PHLAG) had been
developed to allow for automatic extraction of slitless spectra. This pipeline was first
applied to observations with the grism G141 of the Near Infrared Camera and MultiObject Spectrometer (NICMOS) camera onboard Hubble [2] and is now used to extract
spectra from observations with the grism G800L of ACS [1].
Whereas quality control of the 4825 NICMOS spectra was tedious but doable such a
scenario is impossible to do on a reasonable time-scale for the 73581 spectra produced
by the PHLAG pipeline for ACS. However, the pipeline computes for each spectrum a
large number of quality parameters. These include

•
•
•
•
•
•
•
•

two estimations of the signal-to-noise ratio
the magnitude of the source in different bands
the total exposure time
two estimates of the contamination
the position of the maximum of the light with respect to the expected position
the length of the spectrum in pixels
the source type (point or extended source)
the difference of the magnitudes computed from the spectrum and from the separate
image(s) taken without dispersive element

We use the open-source machine-learning package weka [3] to perform the
classification. 2020 spectra were classified visually by us and used to train and test the
different classification algorithms in weka. The algorithm with the highest classification
rate is found to be ClassificationViaRegression using trees-M5P which achieves 90.5% of
correct classifications at a particularly low rate of false negatives (i.e. “good” spectra
classified “bad”) of only 2.7%. This classification rate is comparable to that a single
astronomer can achieve given that there is a surprisingly large number of borderline
cases of about 15% of all spectra. The algorithm is then used to classify the full sample.

Fig 1 Left-hand side: Preview image of an extracted spectrum. Shown are the spectrum with errors (top), the direct
undispersed image of the object (lower left) and the corresponding 2D spectrum (lower right). Right-hand side: Webpage
used to remove flawed spectra that were not picked up by the automatic classification.

After the removal of two classes of flawed spectra which could not be identified by the
automatic classification (1695 spectra) we very quickly skim through all “good” spectra to
remove catastrophic failures (4% of all “good” spectra). This is done using interactive
webpages like that shown in Fig 1. This procedure takes roughly as much time as the
careful classification of the training set although the sample is 24 times larger.

Fig 2 Poster for the HST3 conference in Venice 2010: Every pixel of the background image is made out of one ACS
extracted grism spectrum of the final release set.
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